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Abstract

Different sources of international statistics — like the World Development Indica-

tors (WDI), the PennWorld Table, or the Maddison Project — often provide conflicting

information about a country’s economic activity, growth rates, and trade flows. In fact,

even different versions of the same data source might provide inconsistent information.

Where do these inconsistencies come from? I use tree-based machine learning to un-

derstand what predicts discrepancies between all versions of the WDI released from

2005 to 2020. Results suggest that disclosing any data is a political choice, whereas

disclosing consistent data across different releases is a function of state capacity. While

low-income countries tend to produce less consistent data, even data reported by high-

income countries might suffer from systematic bias. These findings reinforce the need

to be transparent about the data collection process, as low-quality data can lead not

only to low-quality research, but also to low-quality policy.
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1 Introduction

Performance indicators like the Ease of Doing Business index, the Millennium Development

Goals, or the Freedom in the World report define global standards and rank countries accord-

ing to their ability to meet such standards (Doshi, Kelley and Simmons, 2019; Bisbee et al.,

2019). These indicators have recently come under fire for their inconsistency and politiciza-

tion; in September 2021, for instance, the World Bank announced that it would discontinue

the Ease of Doing Business index after an internal audit found irregularities in the coding

process (World Bank, 2021). These and many other measures of election integrity, state

capacity, or democratic consolidation rely on expert coding, raising concerns that experts

might be ideologically biased or that different ratings might be improperly aggregated into

one single measure (Bollen and Paxton, 2000; Giannone, 2010; Martínez i Coma and van

Ham, 2015; Hanson and Sigman, 2021; McMann et al., 2022).

One might think that economic indicators are less controversial. Gross domestic product

(GDP), “the superstar of indicators” (Hoekstra, 2019, 6), captures the value of all final

goods and services produced in a country during a specific period; it does not rely on the

construction of subjective categories to measure latent concepts like business regulation,

human development, or freedom. Despite growing criticism (summarized by Mügge 2022),

GDP is still widely used in the social sciences, suggesting that researchers consider it a valid

and reliable indicator: it accurately captures its underlying theoretical concept (the size

of a country’s economy) and provides consistent information across repeated measurements

(Gerring, 2012).

Still, existing GDP measurements are not as consistent as they might seem. The three

main sources of economic data — the World Bank’s World Development Indicators (WDI),

the Penn World Table (PWT), and the Maddison Project — often provide conflicting in-

formation, as Figure 1 shows. For example, according to the September 2020 WDI release,

the United Arab Emirates grew 10.85 percent in 2000, whereas the 2020 Maddison Project

Database reports a number twice as large — 21.91 percent — for the same country and year.
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Figure 1: GDP Growth in 2000, as Reported by Different Data Sources and Releases
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This figure presents cross-country data for GDP growth in 2000. Across all panels, the x-axis shows the
data reported by the September 2020 WDI release, whereas the y-axis shows the data reported by the PWT
10.0 (Panel A), the 2020 Maddison release (Panel B), and the April 2005 WDI release (Panel C). In most
cases, different sources and versions report similar values, but there are notable discrepancies — like Eritrea,
Equatorial Guinea, Montenegro, Turkmenistan, and the United Arab Emirates — for which some of the
reported values diverge by over 5 percentage points.

In fact, different versions of the same data source often provide conflicting information. Ac-

cording to WDI figures released in April 2005, the economy of Equatorial Guinea grew 1.47

percent in 2000, whereas the September 2020 WDI release updated this number to 18.21 per-

cent. Previous research has documented and quantified uncertainty in GDP measurements

3



(Fariss et al., 2022), showing that this uncertainty can affect the replicability of published

research (Johnson et al., 2013; Goes, 2023). We know that autocracies (Hollyer, Rosendorff

and Vreeland, 2011), islands (Ram and Ural, 2014), and African states (Devarajan, 2013)

disclose statistics less frequently, and their statistics tend to be of lower quality. Building

on this research, I examine the systematic predictors of data disclosure and uncertainty,

focusing on different releases (also called vintages) of the WDI, the most prevalent source of

economic data in political science research (Goes, 2023).

This study proceeds in two steps. First, I review a rich literature that identifies several

sources of measurement error in economic data. Using these sources as a starting point, I then

use random forests to understand what systematically predicts availability and reliability

of GDP data across different WDI vintages. Results coincide with Hollyer, Rosendorff and

Vreeland (2011) that data availability is best predicted by political variables: disclosing GDP

information is a matter of political will. In contrast, data reliability — that is, reporting

similar data across different data releases — is best explained by bureaucratic capacity:

different vintages often provide conflicting GDP information when the country in question

lacks the resources to provide accurate data. The good news is that most discrepancies can

be systematically predicted; few are idiosyncratic to specific countries and years.

2 Measurement Error in International Statistics: A

Survey of the Literature

WDI, PWT, and Maddison estimates can diverge significantly, even if the underlying data

are the same. Ram and Ural (2014) identify 33 cases (mostly island nations or countries

located in Sub-Saharan Africa) for which GDP estimates from the WDI and the PWT differ

by over 25 percent. This issue is not restricted to GDP data: exporters and importers

record the same bilateral trade flows differently (Linsi, Burgoon and Mügge, 2023), and a

comparison of export data from two different sources — the International Monetary Fund
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(IMF) and the United Nations Commodity Trade Statistics (Comtrade) — concludes that

“the data are neither comparable nor in a number of cases, correlated” (Amin Gutiérrez de

Piñeres, 2006, 35). Foreign aid (Michaelowa and Michaelowa, 2011; Weikmans and Roberts,

2019) and population data (Devarajan, 2013) suffer from similar measurement issues.

Previous research has identified three main sources of measurement error. The most

evident source is country-specific statistical capacity, or lack thereof. International organiza-

tions do not compile statistics; the World Bank, for example, “was never involved in actual

basic data collection for the national accounts” (Ward, 2004, 98). Rather, international or-

ganizations source their data from national statistical agencies, which are expected to report

their data in line with a global standardization framework — the System of National Ac-

counts (SNA) — developed by the World Bank’s International Comparison Program (ICP)

to allow for cross-country comparisons. In practice, many national statistical agencies are

underfunded, understaffed, use outdated methods, and do not coordinate their statistical

activities (Devarajan, 2013). Population figures, in particular, tend to be extrapolated from

the last census; the more time has elapsed since the last census, the larger the measurement

error included in these extrapolations (Devarajan, 2013). As a result, statistical agencies

either fail to report estimates altogether or report inaccurate estimates, a problem that is

particularly prevalent in Africa (Jerven, 2010, 2013, 2018, 2019).

Measurement error can also exist for political reasons. Autocracies are less likely to

report policy-relevant data in the first place (Hollyer, Rosendorff and Vreeland, 2011), and

when they do, they tend to overstate annual growth rates (Magee and Doces, 2015; Martínez,

2022), particularly at politically sensitive times (Wallace, 2014). In federations like Nigeria,

states inflate population figures to receive higher fiscal transfers from the federal government

(Devarajan, 2013). Aid-dependent countries systematically underreport economic data to

appear poorer and attract more aid (Kerner, Jerven and Beatty, 2017). Even industrialized

democracies overstate how much climate aid they provide — particularly when domestic

constituencies are known to value environmental objectives (Michaelowa and Michaelowa,
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2011) — and misrepresent public finance statistics in order to abide by the rules of the

European Union, as Greece did (Alt, Lassen and Wehner, 2014).

A final source of measurement error is the ICP standardization framework itself, based

on international price surveys that allow for a purchasing power parity (PPP) adjustment.

Until 1996, these surveys collected data only for the developed world, making extrapolations

for the developing world that were considerably less accurate (Deaton and Aten, 2017). This

issue was rectified in more recent ICP rounds (in 2005, 2011, and 2017), which include China

and other large developing countries and thus suffer from smaller measurement errors. But

even the recent ICP rounds are sharply different from each other due to differences in relative

prices, consumption patterns, region-specific PPP adjustments, and accounting or reporting

practices (Deaton and Aten, 2017). This is why aid donors and recipients report different

figures (Weikmans and Roberts, 2019), as do exporters and importers (Linsi, Burgoon and

Mügge, 2023), while net foreign direct investment (FDI) flows mask important changes in

reinvestment and repatriation (Kerner, 2014).

Many of these measurement issues can be circumvented. With support from the Dan-

ish International Development Agency and the IMF, the Ghana Statistical Service released

new GDP estimates in 2010: after updating the base year from 1993 to 2006 and includ-

ing new data disaggregated by economic sector, it concluded that the country’s GDP was

60.3 percent larger than previously thought (Jerven and Ebo Duncan, 2012). In terms of

politically-motivated measurement error, leadership can make a difference: Greece’s finances

were revised just after Prime Minister George Papandreou came to power and requested help

from Eurostat and the IMF (Aragão and Linsi, 2022). These revisions increased the accuracy

of Ghanaian and Greek statistics, but also reduced their reliability, given the gap between

old and new estimates.

Revisions have important consequences for policy and research. In 2010, the World

Bank updated Ghana’s classification from low income to lower middle income economy, and

the government suddenly became eligible to apply for loans from the International Bank

6



for Reconstruction and Development (IBRD). Greece’s revisions had a less fortunate effect:

the country was downgraded by credit rating agencies and requested multiple IMF and EU

loans to avoid default. In terms of research, given the data discrepancies across WDI and

PWT vintages (Goes, 2023; Johnson et al., 2013), replacing one vintage with another can

significantly alter published findings.

In sum, low statistical capacity, deliberate political choice, and imperfect standardization

practices lead to heterogeneity in data quality: we can make more precise inferences about

some countries and years than others. Previous research has extensively documented this

measurement error and described its origins on a case-by-case basis. But there is value in

predicting this error more systematically, which I do in the remainder of this study.

3 Predicting Data Issues

3.1 Data

I examine variation in both the availability and the reliability of GDP estimates. What

explains whether the observation corresponding to country i and year t will be missing from

WDI release k? And looking only at observations that are not missing, how close to each

other are all observations from country i and year t?

To answer these questions, I compile all 84 WDI data releases from 2005 to 2020, cover-

ing 167 countries (excluding micro-states) for 30 years (1990–2019), available from the WDI

Archives (World Bank, 2018). I exclude the December 2016 release because all its observa-

tions are missing. Using the remaining 83 releases, I focus on the indicator GDP in current

US dollars (ID NY.GDP.MKTP.CD), defined as “the sum of gross value added by all resident

producers in the economy,” and “converted from domestic currencies using single year official

exchange rates.” This variable does not account for inflation. To account for inflation, the

World Bank uses the GDP deflator (the ratio of GDP in current local currency to GDP

in constant local currency) to obtain GDP in constant US dollars (ID NY.GDP.MKTP.KD).
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Though the latter variable allows researchers to make comparisons over time, it cannot eas-

ily be combined across different WDI releases, which tend to use different base years. In

examining variation in nominal — rather than real — GDP, I can combine different data

releases without worrying about changes in base years. Measures like GDP growth (annual

%) (ID NY.GDP.MKTP.KD.ZG), GDP per capita in constant US dollars (ID NY.GDP.PCAP.KD),

or GDP, PPP (current international $) (ID NY.GDP.MKTP.PP.CD) all rely on the variable

examined here.

To identify the predictors of missingness, I generate a dichotomous indicator, coded

one if an individual observation is missing from a vintage and zero otherwise; 3.76 percent

of all observations are missing. To identify the predictors of variation across different WDI

releases for country-year pairs that are not missing, I use a metric of dispersion, the standard

deviation. Specifically, I examine the standard deviation of logged GDP for each country-

year pair, since most researchers use logged GDP values (rather than absolute values).1 Thus,

the first outcome of interest treats each country-year pair in each vintage as a separate

observation (N = 325, 278), whereas the second outcome of interest aggregates all different

measures of one same country-year pair (N = 4, 849).

I build a dataset with 47 variables that might predict variation in the two outcomes

of interest. Some of these variables are political (regime type, election year, Polity and

Polyarchy scores, ideology of the executive), others are geographic (total area, forest area,

island), some indicate the occurrence of specific events (like elections and financial crises),

and others, still, are V-Dem indices (Coppedge et al., 2020) measuring freedom of academic

expression, presence of a statistical agency, or degree of internet censorship (see appendix

for full variable list, including sources and vintages). In robustness checks reported in the

appendix, I also control for economic and demographic predictors (such as FDI flows, infla-

tion, unemployment, population, or urbanization rates), though they are highly correlated

with the outcomes I seek to explain and likely suffer from the same measurement errors.
1Log-transforming GDP values also reduces the weight of the US, the world’s largest economy.
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3.2 Modeling Strategy

This study is exploratory. I do not know the nature of the underlying data-generating process

and have no reason to expect one predictor to matter more than others. In the absence

of a strong theory driving the selection of predictor variables, tree-based models tend to

outperform linear regression. Researchers can include as many variables as they want; trees

choose relevant predictors and filter out irrelevant ones to maximize their predictive power.

These models make no assumptions about functional form and are robust to the inclusion

of predictors that have outliers or follow long-tailed distributions. In fact, according to

Montgomery and Olivella (2016, 735), tree-based models “perform well under a variety of

data-generating circumstances, offering very little room for researcher manipulation of model

specification and results.” As with linear regression, tree-based models do not identify causal

relationships; they merely show whether variation in one indicator is associated with variation

in another indicator.

The starting point for any tree-based model is that all observations are part of one

same covariate space (Hastie, Tibshirani and Friedman, 2009; James et al., 2013). The goal

of the model is to split this covariate space into non-exhaustive and overlapping regions,

with each region corresponding to a unique covariate combination. The model makes the

same prediction for all observations that fall within a certain region. To ensure that the

data are not fragmented too quickly, with too many regions, the model grows trees through

sequential binary splits (rather than multiway splits) and follows the best split at each step

of the process, without looking ahead.

A single decision tree can be sensitive to data changes. Thus, most researchers grow an en-

semble of trees to reduce variance. In a simulation of “complicated” data-generating processes

(which contain nonlinearities, discontinuities, additive terms, or interactions), Montgomery

and Olivella (2016) show that random forests and gradient boosting machines (GBMs) have

the lowest out-of-sample root mean square error (RMSE), outperforming other tree-based or

non-tree-based models. Beyond simulated data, Kaufman, Kraft and Sen (2019) find that
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boosted decision trees outperform other models in predicting US Supreme Court rulings,

whereas Muchlinski et al. (2016) show that random forests outperform logistic regressions in

predicting civil war onset (see Bansak et al. 2018 and Funk, Paul and Philips 2022 for addi-

tional applications in social science research). Given all this body of evidence, I use random

forests to understand how GDP figures vary across different WDI vintages, eschewing GBMs

because they tend to suffer from overfitting in the presence of outliers (Cook, 2017, 147).

Random forests are forests because they build an ensemble of trees and random because

each binary split of a tree only considers a random sample of predictors. For example, each

split might randomly choose p/3 variables, where p is the total number of predictors (Cook,

2017, 118). Even if there is a very strong predictor in the dataset, not all trees will use this

strong predictor in the first split. The resulting trees will not be as strongly correlated with

each other, and their average results will be more reliable (Breiman, 2001). The random

forest then aggregates the results based on the prediction made by most trees.

Following conventions in machine learning, I split the data into training and test sets,

which account for 80 and 20 percent of the data, respectively, stratified by World Bank

income group classification to ensure that low-income countries are represented proportion-

ally across both sets.2 I fit the model on the training set and use the test set to assess its

performance (see appendix for hyperparameter specifications).

3.3 Predicting Missingness

The first random forest predicts when each country-year pair is available in each WDI vin-

tage. As a rule, GDP estimates for year t only enter the WDI at year t+ 1, which is why I

only look at vintages at time t+2. For example, GDP estimates for 2004 were first available

in the September 2005 release; in assessing whether GDP data for 2004 are missing, I only

look at vintages since January 2006. This two-year grace period allows for the fact that
2The World Bank classifies countries into four groups: low income, lower middle income, upper middle

income, or high income. These groups account for approximately 19.2, 25.5, 29.3, and 26 percent of all
observations, respectively.
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some countries report their GDP data with delay.3 Given the large number of observations

(N = 325, 278), I set aside 20 percent of the training set for validation purposes and estimate

a random forest using 49 explanatory variables (the 47 main predictors outlined before, plus

two indicators for the month and the year of the vintage from which each observation is

drawn), totaling 980 trees (p× 20). After using the training and validation sets to calibrate

the model, I assess its quality by making out-of-sample predictions for the test set.

Figure 2: Predicting Missingness: Variable Importance Plot (Training Set)

Polyarchy

Bureaucratic Remuneration

Left Executive

Vintage Year

Freedom House

Political Corruption Index

Military

Executive Tenure So Far (Years)

Rigorous Public Administration

Leader Education

0.00 0.25 0.50 0.75 1.00
Scaled Importance

 

This figure shows the relative importance of the ten most important variables. The least important variable
equals zero, while the most important variable equals one. The importance of each variable is a function of
whether it was selected to create a binary split, and if so, how much the squared error (averaged over all
trees) increased or decreased because of said split.

Figure 2 presents the ten strongest predictors of missingness. Like Hollyer, Rosendorff

and Vreeland (2014, 417), I find that WDI data disclosure is a “political decision, not simply

a reflection of bureaucratic capacity.” The main predictor of missingness is the leader’s

education: GDP data are more likely to be missing when the executive leader of a country is

illiterate than when said leader holds a doctorate, likely because individuals with a doctorate
3Like Hollyer, Rosendorff and Vreeland (2014) and unlike Islam (2006), I am not interested in the speed

with which data are reported, only in whether data are reported in the first place.
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are more aware of the importance of data dissemination. Related indicators include the

tenure and ideology of the executive. When the executive has been in power for under five

years, for example, 3.3 percent of the observations are missing, compared to 5.2 percent

missing when the executive tenure is over 40 years. Put simply, individual characteristics of

the chief executive matter; as the aforementioned examples of Argentina, Brazil, and Greece

show, not all chief executives have the same willingness to share data with international

organizations (Aragão and Linsi, 2022).

Hollyer, Rosendorff and Vreeland (2014) also indicate that democracies have a greater

incentive to report data, and indeed, three of the top ten predictors refer to regime time: the

Freedom House Civil Liberties Index, the Polyarchy index, and the existence of a direct or

indirect military regime. Observations are more likely to be missing for autocratic country-

year pairs (regardless of how autocracy is measured), and for one sub-type of autocracy in

particular: military regimes. About 27.8 percent of the country-year pairs under military

rule are missing, a number that drops to 2.8 percent for non-military country-year pairs.

Not only do autocrats overstate their GDP growth rates (Magee and Doces, 2015; Martínez,

2022), but they are also less likely to report GDP information to begin with.

Political will matters, but this is not to say that bureaucratic capacity is unimportant.

The second most important predictor of missingness is the presence of a rigorous public ad-

ministration: observations are less likely to be missing when public officials are rigorous and

impartial in the performance of their duties. Other important predictors include the Politi-

cal Corruption Index and the existence of state administrators who are salaried employees:

conservative executives, high levels of corruption, and the absence of salaried bureaucrats are

associated with more missing observations. Finally, missingness tends to be more prevalent

among older vintages (say, 2005 or 2006) than among recent ones (like 2019 or 2020).

In sum, the issue of missing data is less prevalent when highly educated, democratically

elected leaders surround themselves with advisors who are salaried employees, who are not

prone to corruption, and who are rigorous in the performance of their duties. Rigorous
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Public Administration, Bureaucratic Remuneration, and the Political Corruption Index were

all collected by Coppedge et al. (2020), and their pairwise correlations are all statistically

significant (p = 0.000). But the fact that all three are among the top ten predictors indicates

that they are capturing different aspects of professionalization in the public service. All these

aspects, combined, help increase the availability of national accounts data.

To assess the quality of these predictions, Table 1 shows three performance metrics for

the training, validation, and test sets. The first performance metric is the AUC (area under

the receiver operating characteristic curve), ranging from 0.5 (random guessing) to 1 (a

perfect classifier). The AUC is around 0.995 for all sets: the model can typically distinguish

between true positives and false positives, between observations that are truly missing and

observations that are not. The second metric, the Gini coefficient, captures the inequality

between different values of a frequency distribution, from 0 (perfect equality) to 1 (perfect

inequality). A Gini coefficient of 0 indicates that the classifier is making the same prediction

for all values, whereas a Gini coefficient of 1 indicates the existence of a perfect classifier.

For all sets, the Gini coefficient is around 0.99, confirming that the model makes excellent

predictions. The third metric, accuracy, indicates the proportion of correct predictions (true

positives and true negatives) among all predictions.4 The accuracy for all sets is close to

0.99: almost 99 percent of the predictions are correct.

Table 1: Predicting Missingness: Performance Metrics

AUC Gini Coefficient Accuracy
Training Set 0.9955619 0.9911237 0.987290
Validation Set 0.9959145 0.9918291 0.987646
Test Set 0.9957542 0.9915084 0.987565

Overall, Table 1 confirms that GDP data missing from the WDI are almost always

missing on a systematic basis, and this missingness is driven by governments’ unwillingness

to disseminate data as much as it is driven by their inability to do so. But this does not
4In the statistical context, “accuracy” indicates how close each measurement is to a country’s “true”

GDP. In the machine learning context, “accuracy” indicates the number of correct predictions relative to all
predictions. Table 1 reports the maximum accuracy at a threshold of 0.37.
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mean that the information provided by different WDI releases is always the same: different

releases often disagree with each other.

3.4 Predicting Discrepancies

To understand why WDI releases disagree with each other, I estimate a second random forest

with 960 regression trees, that is, p×20, with p = 48, corresponding to the 47 main predictors

plus the number of WDI data releases covering the country-year pair in question. Since the

outcome of interest — the standard deviation of logged GDP — aggregates all country-

year pairs across different vintages, the number of available observations is relatively small

(N = 4, 849). Therefore, I do not construct a validation set as before, instead using 10-fold

cross validation.5

While data disclosure is a matter of political will, variation is first and foremost a mat-

ter of statistical capacity. According to Figure 3, the main predictor of disagreement is a

country’s forest area, that is, the percentage of its territory covered by natural or planted

trees at least five meters tall, excluding urban parks. Though the model does not include

demographic predictors due to potential measurement errors, forest area serves as a measure

of urbanization, reflecting the difficulties of collecting precise data when rural areas are large.

A related predictor is land area: the modal country with high variation in GDP reporting

has a large territory, again underscoring the effect of geography on data reliability.

The second most important predictor is Years Since Independence, indicating how much

time has elapsed since the country’s most recent foundation, independence, or reunification.

The newest countries in the sample are Timor-Leste, Montenegro, and South Sudan (founded

in 2002, 2006, and 2011, respectively); the oldest are Japan and Iran, established around
5Cross-validation works as follows. After partitioning the training set into 10 subsets, the algorithm trains

a model on partitions 1 to 9 and validates this model by making out-of-sample predictions for partition 10;
the algorithm then trains a model on partitions 2 to 10 and validates this model on partition 1; and so on.
After performing these steps for all 10 subsets, the algorithm trains a final model on all the training data,
without partitions. This allows me to compare the error of the final model to the the average error of the
cross-validation models, which provides a more accurate estimate of model quality. Most researchers use
5-fold or 10-fold cross validation because higher values are computationally more intensive, but there is no
“right” value (Cook, 2017, 105).
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Figure 3: Predicting Discrepancies: Variable Importance Plot (Training Set)

Freedom of Academic Expression

Polity

POLCON

Leader Education

Land Area

Polyarchy

Political Corruption Index

Number of Journal Articles

Years Since Independence

Forest Area

0.00 0.25 0.50 0.75 1.00
Scaled Importance

 

This figure shows the relative importance of the ten most important variables. The least important variable
equals zero, while the most important variable equals one. The importance of each variable is a function of
whether it was selected to create a binary split, and if so, how much the squared error (averaged over all
trees) increased or decreased because of said split.

660–680 BC. New countries are still in the process of developing the institutions needed

to collect and disseminate high-quality data, which is why they tend to experience larger

variation in GDP reporting. A higher number of scientific and technical journal articles pub-

lished in the fields of physics, biology, chemistry, mathematics, clinical medicine, biomedical

research, engineering and technology, and earth and space sciences (Number of Journal Ar-

ticles) is associated with less variation in GDP reporting across WDI vintages, as is the

absence of corruption (Political Corruption Index). These variables, coupled with Freedom

of Academic Expression, reinforce the joint importance of bureaucrats and researchers in pro-

viding high quality national accounts data. Overall, data are more precise when economic

output is easier to measure (due to higher urbanization and industrialization, for example),

but also when there is sufficient human capacity (in the form of trained bureaucrats) to

collect, standardize, and disseminate these measures.

Political variables also matter for data reliability, though to a lesser extent than for data
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Figure 4: Prediction on Training Set (80 Percent Subset of Data)
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For every country-year pair, this figure compares the observed values (x-axis) to the corresponding model
predictions (y-axis). The extreme values at the top right correspond to Timor-Leste (TLS) and the Democratic
Republic of the Congo (COD).

availability. Three of the top ten predictors are regime type indices: Polyarchy, POLCON,

and Polity. These measures are highly correlated, but each operationalizes regime type in

a different manner: the Polyarchy index focuses on electoral institutions, the POLCON

index emphasizes the existence of political constraints, and the Polity index ranks “patterns

of authority,” from strongly autocratic to strongly democratic. All three measures coincide

that country-year pairs with strong electoral institutions and political constraints experience

less variation in GDP reporting, as do country-year pairs with highly educated leaders.

The model’s main contribution is to show that discrepancies between WDI vintages are

not restricted to individual cases, like Equatorial Guinea in 2000. These issues are systematic:

we can trust a single measurement of GDP for some countries and years far more than for

others, and we can identify ahead of time which measurements are most trustworthy. Figure 4

compares the observed values (x-axis) to the corresponding model predictions (y-axis) for all
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Figure 5: Prediction on Training Set (80 Percent Subset of Data) for Three Countries
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This figure compares predicted values (red) to observed values (black) for three countries. Relative to other
country-years, model predictions are less accurate for the Democratic Republic of the Congo in 2000, Sudan
in 2017, and Zimbabwe in the early 2000s. 20 percent of all observations are missing because they were
randomly assigned to the test set, not the training set. This is the case for the Democratic Republic of the
Congo in 2010 and 2011 or Sudan in 2000.

observations included in the training set. As the red line shows, the predicted and observed

values tend to coincide, indicating that the model generally makes accurate predictions —

even for extreme cases like Timor-Leste (TLS), a country that gained independence in 2002

and likely did not have the statistical capacity to collect reliable data. Still, the model is not

able to predict all extreme cases equally well. Other than Timor-Leste, all “bad predictions”

are in Africa — in Zimbabwe (ZWE), Sudan (SDN), Guinea-Bissau (GNB), the Gambia (GMB),

and the Democratic Republic of the Congo (COD) —, reflecting what Devarajan (2013) calls

“Africa’s statistical tragedy.”

Figure 5 takes a closer look at three “bad predictions,” comparing predicted values (red)

to observed values (black) for the training set. The predictive accuracy appears to de-

cline under political instability; the Second Congo War (1998–2003) and the War in Darfur

(2003–2020) could account for measurement issues in the Democratic Republic of the Congo

and Sudan, respectively. Though the random forest includes one dichotomous indicator for
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the occurrence of an armed conflict and another for the occurrence of a civil war, there

might be something unique about these two conflicts that the cross-country indicators fail

to capture.

Table 2: Predicting Discrepancies: Performance Metrics

MAE MSE R2

Training Set 0.01340481 0.0007199674 0.8046647
Cross-Validation 0.01394993 0.0007579176 0.7943684
Test Set 0.01229254 0.0005964875 0.7734797

As before, I assess the quality of these predictions using performance metrics, which

differ from those in Table 1 because the outcome is now continuous. In Table 2, the first

performance metric is the Mean Absolute Error (MAE), indicating the average absolute

difference between the observed and the predicted values (as depicted in Figure 4). A

smaller MAE reflects more accurate predictions. The measurement unit for the MAE is the

same as the unit for the outcome of interest. Since the outcome of interest ranges from zero

to 0.8, an MAE of 0.013 for all sets is very low. The second metric is the Mean Squared

Error (MSE), which measures the average squared difference between the observed and the

predicted values. Again, the smaller the MSE, the better. The measurement unit is the

same as before, but the MSE is sensitive to outliers because it gives more weight to larger

differences than the MAE. The MSE for all sets ranges from 0.0006 to 0.0007, which is a

good value, given the scale of the outcome of interest.

The last metric is the R2, indicating the correlation between predicted and observed

values, from 0 (no correlation) to 1 (complete correlation). The R2 for the training set is

0.80, dropping to 0.77 for the test set: 77 to 80 percent of the standard deviation of logged

GDP across WDI releases can be systematically explained by the 48 predictors included in

the model. Though this is a good benchmark for machine learning models in the social

sciences, it highlights the existence of some unsystematic component that is specific to each

country or year. This unsystematic component might be related to a certain war (like the

Second Congo War in the Democratic Republic of the Congo), or it might be a function of
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the government’s deliberate choice to misrepresent GDP data — either by understating the

data to appear poor and attract foreign aid, as Nigeria did, or by overstating GDP figures

to comply with the standards set by the European Union, as Greece and others did in the

2000s. And some of it is likely a function of human error. Four different data releases in

2016 reported the GDP of the Democratic Republic of Congo in 1990 as zero. This error,

which was corrected in later vintages, cannot be predicted by the model; it falls under the

20–23 percent of unexplained variation.

4 Conclusions

Researchers have long debated how to measure abstract concepts like democracy (Munck

and Verkuilen, 2002; Giannone, 2010; Coppedge and Gerring, 2011), without devoting much

attention to the measurement of seemingly concrete concepts, like national wealth. But

national accounts data are not a series of fixed data points: they are preliminary estimates

that are constantly revised, and oftentimes these revisions disagree with each other. It is

unlikely that researchers and practitioners will ever have high-quality data for all countries

in the world. Not only are there significant disparities in statistical capacity, but there is also

often political interest in reporting biased figures, even where statistical capacity is high.

There is a trade-off between systematic measurement error and sample bias. Unreliable

observations could be excluded from empirical analyses, but low reliability is not randomly

distributed: over 80 percent of it can be correctly predicted by a random forest, which means

that dropping these observations could lead to bias. Alternatively, one can include these

observations in the empirical analysis, but acknowledge that they are not representative of

a broader sample. Resampling techniques like the jackknife, which estimate models leaving

out one observation at a time, can help assess what effect, if any, each observation has on

the overall result.

Ultimately, we might never know the “true” size of a country’s GDP, because GDP
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estimates are collected by humans — and humans are prone to bias and error. For this reason,

researchers should stop treating these data as if they were objective, instead recognizing that

they are not missing at random and often suffer from low precision. Just as it is customary

practice to present robustness checks with alternative measures of regime type (like Polity

or Polyarchy), the norm should also be to present alternative measures of national wealth

from different sources and vintages.
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Appendix

A Countries Included in the Analysis

Afghanistan, Albania, Algeria, Angola, Argentina, Armenia, Australia, Austria, Azerbaijan,

Bahrain, Bangladesh, Belarus, Belgium, Belize, Benin, Bhutan, Bolivia, Bosnia and Herze-

govina, Botswana, Brazil, Brunei Darussalam, Bulgaria, Burkina Faso, Burundi, Cabo Verde,

Cambodia, Cameroon, Canada, Central African Republic, Chad, Chile, China, Colombia,

Comoros, Congo, Costa Rica, Cote d’Ivoire, Croatia, Cuba, Cyprus, Czech Republic, Demo-

cratic Republic of the Congo, Denmark, Djibouti, Dominican Republic, Ecuador, Egypt,

El Salvador, Equatorial Guinea, Eritrea, Estonia, Eswatini, Ethiopia, Fiji, Finland, France,

Gabon, Gambia, Georgia, Germany, Ghana, Greece, Guatemala, Guinea, Guinea-Bissau,

Guyana, Haiti, Honduras, Hungary, Iceland, India, Indonesia, Iran, Iraq, Ireland, Israel,

Italy, Jamaica, Japan, Jordan, Kazakhstan, Kenya, Kuwait, Kyrgyzstan, Laos, Latvia,

Lebanon, Lesotho, Liberia, Libya, Lithuania, Luxembourg, Madagascar, Malawi, Malaysia,

Mali, Mauritania, Mauritius, Mexico, Moldova, Mongolia, Montenegro, Morocco, Mozam-

bique, Myanmar, Namibia, Nepal, Netherlands, New Zealand, Nicaragua, Niger, Nigeria,

North Macedonia, Norway, Oman, Pakistan, Panama, Papua New Guinea, Paraguay, Peru,

Philippines, Poland, Portugal, Qatar, Romania, Russia, Rwanda, Saudi Arabia, Senegal,

Serbia, Sierra Leone, Singapore, Slovakia, Slovenia, Solomon Islands, Somalia, South Africa,

South Korea, South Sudan, Spain, Sri Lanka, Sudan, Suriname, Sweden, Switzerland, Syria,

Tajikistan, Tanzania, Thailand, Timor-Leste, Togo, Trinidad and Tobago, Tunisia, Turkey,

Turkmenistan, Uganda, Ukraine, United Arab Emirates, United Kingdom, United States,

Uruguay, Uzbekistan, Venezuela, Vietnam, Yemen, Zambia, Zimbabwe.
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B Descriptive Statistics: GDP Data

To show that we can trust some GDPmeasurements more than others, this appendix provides

additional examples. Consider the United Kingdom and the United States, two developed

countries with well-funded and well-staffed statistical agencies that disseminate data of high

quality and high precision. The UK has a centralized agency: the Office for National Statis-

tics. In the US, there are 13 decentralized federal agencies, such as the United States Census

Bureau and the Bureau of Economic Analysis. In the UK and the US, different WDI releases

should report relatively similar current GDP figures for each year, as Figure B.1 confirms.

In this figure, different lines indicate different WDI releases; the values reported by different

releases are relatively close to each other, as indicated by the y-axis. For these two countries,

the average standard deviation of logged current GDP is 0.35 and 0.36, respectively.

Figure B.1: Current GDP (Log) for the United Kingdom and the United States, 1990–2019,
According to Different WDI Releases
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This figure shows the GDP at purchaser’s prices, in current US dollars (logged), for the United Kingdom
(left) and the United States (right) between 1990 and 2019, based on different releases of the WDI.

By comparison, the standard deviation of logged current GDP for the Democratic Re-
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Figure B.2: Current GDP (Log) for the Democratic Republic of the Congo, Sudan, Timor-
Leste, and Zimbabwe, 1990–2019, According to Different WDI Releases
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This figure shows the GDP at purchaser’s prices, in current US dollars (logged), for the Democratic Republic
of the Congo (top left), Sudan (top right), Timor-Leste (bottom left), and Zimbabwe (bottom right) between
1990 and 2019, based on selected WDI releases. Timor-Leste was under UN administration from 1999 until
2002, at which point it became independent; this is why its data begin around 2000.

public of the Congo, is, on average, 0.65 during the same period. For Sudan, Timor-Leste,

and Zimbabwe, it is 0.80, 0.82, and 0.40, respectively, as Figure B.2 shows. Again, different

lines indicate different WDI releases. Values reported by one WDI release are often signif-

icantly different from the values reported by another release — and some of this variation
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might just be a function of human error. In 2016, four different data releases (not pictured)

recorded the GDP of the Democratic Republic of Congo in 1990 as zero — not missing, but

zero. This mistake was corrected in subsequent vintages, which restored the country’s 1990

GDP to its original value (around 9 billion current US dollars). It is difficult to say which

value is the “true” value, but it is certainly not zero.
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C Distribution of the Outcome Variable

Figure C.1: Distribution of GDP, Logged GDP, and Standard Deviation of Logged GDP, 2000–2019
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The left panel shows the distribution of GDP in current US dollars. The middle panel shows the distribution of this variable when logged, and the
panel on the right shows the distribution of the standard deviation of logged GDP.

D Predictors

The main analysis uses 47 predictors (plus two indicators for the month and the year of each observation’s vintage when

predicting missingness, and one indicator for the number of observations when predicting discrepancies). In robustness checks,
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I include 18 additional economic and demographic predictors that are highly correlated with the outcome of interest. Table

D.1 lists all predictors, along with their respective description and source; the additional 18 predictors are marked with an

asterisk (*). For each source, I used the most recent release as of 22 November 2021. I downloaded all WDI data using Vincent

Arel-Bundock’s WDI package for R. As Figure D.1 shows, 4.4 percent of the observations are missing.

This list is by no means exhaustive, but several potential predictors — like Hanson and Sigman’s (2021) estimate of state

capacity or Bodea and Hicks’s (2014) estimate of Central Bank independence — are not included because a large proportion

of values is missing. Since these values are likely not missing at random, I exclude these variables altogether (instead of simply

imputing missing values) and use alternative measurements with better coverage.

Table D.1: Predictor Variables

Variable Description Source

Agriculture (% GDP) * GDP, share of value added by kind of economic activ-

ity: agriculture, hunting, forestry, fishing

UNCTAD, via WDI

Armed Conflict Was any armed conflict recorded? (yes = 1) Gleditsch et al. (2002); Pettersson

et al. (2021)

Autonomous Regions Are there autonomous regions? (yes = 1) Cruz, Keefer and Scartascini (2021)

Banking Crisis Was there a banking crisis this year? (yes = 1) Laeven and Valencia (2020)

Biological Disaster Occurrence of a biological (epidemic) disaster (yes =

1)

Centre for Research on the Epidemi-

ology of Disasters (2020)
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Bureaucratic Remuneration To what extent are state administrators salaried em-

ployees? (none = 0, small share = 1, half = 2, sub-

stantial number = 3, all = 4)

Coppedge et al. (2020)

Census Year Was there a national census in this year? (yes = 1) Coppedge et al. (2020)

Civil War Was there a civil war this year? (yes = 1) Marshall (2019)

Climate Disaster Occurrence of a climatological (drought, wildfire), me-

teorological (storm, extreme temperature), or hydro-

logical (flood, landslide) disaster (yes = 1)

Centre for Research on the Epidemi-

ology of Disasters (2020)

Coup Did a coup d’etat occur? (yes = 1) Coppedge et al. (2020)

Currency Crisis Was there a currency crisis this year? (yes = 1) Laeven and Valencia (2020)

Debt Crisis Was there a debt crisis this year? (yes = 1) Laeven and Valencia (2020)

Diversification Index * Merchandise: product diversification index of exports

and imports

UNCTAD, via WDI

Executive Tenure So Far (Years) Number of years that a leader has been in power during

their current tenure period

Bell, Besaw and Frank (2021)

Executive Was Elected Executive leader was elected to office (yes = 1) Bell, Besaw and Frank (2021)

Fertility Rate * Fertility rate, total (births per woman) UN Population Division and others,

via WDI

Foreign Aid * Net official development assistance and official aid re-

ceived (current US dollars)

WDI

Forest Area Forest area as a percentage of total land FAO
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Former European Colony Former colony of Belgium, France, Germany, Great

Britain, Italy, Netherlands, Portugal, and Spain (yes

= 1)

Becker (2019)

Freedom House Civil Liberties Index Civil liberty rating (most free = 1, least free = 7) Freedom House

Freedom of Academic Expression Is there academic freedom and freedom of cultural ex-

pression related to political issues? (yes = 1)

Coppedge et al. (2020)

Geophysical Disaster Occurrence of a geophysical (earthquake, volcanic ac-

tivity) disaster (yes = 1)

Centre for Research on the Epidemi-

ology of Disasters (2020)

Government Shuts Down Internet How often does the government shut down domestic

access to the Internet? (extremely often = 0, often =

1, sometimes = 2, rarely = 3, never = 4)

Mechkova et al. (2020)

IMF Program Participation in an IMF program (yes = 1) Kentikelenis, Stubbs and King (2016)

Imports (% GDP) * Imports of goods and services, share of GDP UNCTAD, via WDI

Income Share Top 10% * Share of pre-tax national income held by the top 10% World Inequality Database

Industry (% GDP) * GDP, share of value added by kind of economic activ-

ity: industry

UNCTAD, via WDI

Inflation * Inflation, consumer prices (annual %) IMF, via WDI

Internet Censoring How frequently does the government censor political

information on the Internet by filtering? (extremely

often = 0, often = 1, sometimes = 2, rarely = 3, never

= 4)

Mechkova et al. (2020)
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Inward FDI, Flows (% GDP) * Inward foreign direct investment flows, share of GDP UNCTAD, via WDI

Inward FDI, Stock (% GDP) * Inward foreign direct investment stock, share of GDP UNCTAD, via WDI

Island Is the country an island? (yes = 1) Own coding

KAOPEN * Chinn-Ito index normalized to range between zero and

one

Chinn and Ito (2006)

Land Area Land area (sq. km) FAO

Leader Education Leader’s level of education summarized in eight cate-

gories

Dreher et al. (2020)

Left Executive Party orientation of the executive with respect to eco-

nomic policy (left = 1)

Cruz, Keefer and Scartascini (2021)

Military Direct or indirect military regime (yes = 1) Bell, Besaw and Frank (2021)

Military Expenditure Per Capita * Military expenditure per capita, in current US dollars SIPRI Military Expenditure

Database

Monarchy Monarchy (yes = 1) Bell, Besaw and Frank (2021)

Number of Journal Articles Number of scientific and technical journal articles National Science Foundation

Number of Observations Number of different WDI releases that include a mea-

sure of GDP growth for a given country-year pair

WDI

Number of Protests Number of recorded protests Clark and Regan (2020)

Number of Protests With Violent State

Response

Number of recorded protests to which the state re-

sponded with violence (arrests, beatings, killings,

shootings)

Clark and Regan (2020)
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Number of Violent Protests Number of recorded protests during which protesters

engaged in violence against the state

Clark and Regan (2020)

OECD Membership Membership in the Organization for Economic Co-

Operation and Development

Dreher et al. (2022)

Oil Discovery Discovery of a giant, megagiant, or supergiant oil or

gas field (yes = 1)

Horn (2014)

Oil Price (2020 USD) * Price of crude oil, in 2020 US dollars per barrel BP (2021)

Online Media Consumption Do people consume domestic online media? (yes = 1) Mechkova et al. (2020)

Parliamentary Election Year Did a legislative or constituent assembly election take

place? (yes = 1)

Coppedge et al. (2020)

POLCON Political Constraint Index (POLCON V) Henisz (2000)

Political Corruption Index How pervasive is political corruption? (low = 0, high

= 1, on an interval scale)

Coppedge et al. (2020)

Polity Polity scores Marshall and Gurr (2020)

Polyarchy Electoral democracy index Coppedge et al. (2020)

Presidential Democracy Presidential democracy (yes = 1) Bell, Besaw and Frank (2021)

Presidential Election Year Did a presidential election take place? (yes = 1) Coppedge et al. (2020)

Rigorous Public Administration Are public officials rigorous and impartial in the perfor-

mance of their duties? (no = 0, weakly = 1, modestly

= 2, mostly = 3, fully = 4)

Coppedge et al. (2020)
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Service (% GDP) * GDP, share of value added by kind of economic activ-

ity: service

UNCTAD, via WDI

Statistical Agency Is there a national statistical agency? (yes = 1) Coppedge et al. (2020)

Tax Haven Is this state considered a tax haven? (yes = 1) US Department of Treasury

Tax Revenue (% GDP) * Total tax revenue, excluding social security contribu-

tions, share of GDP

Government Revenue Dataset

Total Population * Population, total WDI

Unemployment * Unemployment (% of total labor force), modeled ILO

estimate

ILO, via WDI

Universal Female Suffrage Are women eligible to vote in national elections? (uni-

versally = 1)

Coppedge et al. (2020)

UNSC Membership Membership in the United Nations Security Council.

For permanent members, this variable always takes the

value of 1.

Dreher et al. (2022)

Urban Population * Urban population (% of total population) UN Population Division and others,

via WDI

Years Since Independence Most recent date of foundation, independence or re-

unification

Own coding
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Figure D.1: Missingness Map, 1990–2019
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E Random Forest: Model Specification

All models were estimated using the open source machine learning platform H2O, implemented

via R. The following section draws heavily from the H2O.ai user documentation (available

under https://docs.h2o.ai/) as well as from Cook (2017, 117-125).

As a starting point, both for the classification trees (to predict missingness) and for the

regression trees (to predict variation), I use a cartesian grid search to train a random forest

for every possible combination of the hyperparameter values. I then sort the resulting models

according to their performance (as measured by the mean squared error), choosing the model

that returns the lowest mean squared error. When predicting missingness, I maintain most

of the default values provided by H2O, because there are so many available observations

(N = 325, 278) that no additional calibration is needed to improve performance. These

values are as follows:

nfolds = 0. The model does not perform cross validation (default value).

ntrees = p × 20. This is the number of trees, with p = 49 in this case. Higher values

are computationally intensive and perform only marginally better.

sample_rate = 0.632. Each tree is trained on 63.2 percent of the training data, drawn

at random and without replacement (default value). To predict missingness, 20 percent of

the overall data is set aside for testing purposes, and 20 percent of the remaining 80 percent

are set aside for validation purposes, which means that the actual training data corresponds

to 64 percent of the overall data (0.8 × 0.8); at this sample rate, each tree is trained on 64

percent of all observations (0.8× 0.8× 0.632 = 0.40448).

max_depth = 20. The maximum tree depth is specified as 20 (default value), which

means that each tree has up to 20 splits. Higher values (as in, more complex trees) are

computationally intensive and can lead to overfitting.

min_rows = 1. This parameter specifies the minimum number of observations for a

terminal node. The default value of one indicates that there might be a combination of

splits that explains something seen only once in the training data: there might be a path
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through the tree that leads to only one observation.

col_sample_rate_per_tree = 1. All p = 49 columns (100 percent) are considered at

any given node to split (default value).

mtries = -1. This indicates how many columns (out of those specified by the previous

hyperparameter, col_sample_rate_per_tree) should be randomly chosen as candidates at

each split. I use the default value, –1, indicating that one third of all columns should be

chosen. This value is limited by the value of col_sample_rate_per_tree; 100 percent of

the 49 columns are considered at any given node, and a third of these variables, in turn, are

randomly chosen as candidates at each split (1× 49× 0.33 ≈ 16.33).

When predicting discrepancies, there are fewer observations than before (N = 4, 849),

so I make some additional hyperparameter specifications to improve the predictive power of

the model:

nfolds = 10. The model performs 10-fold cross validation. Higher values are computa-

tionally intensive and perform only marginally better than this (as in, the reduction in the

value of the mean squared error is minimal).

ntrees = p × 20. This is the number of trees, with p = 48 in this case. Again, higher

values are computationally intensive and perform only marginally better.

sample_rate = 0.8. Each tree is trained on 80 percent of the training data, drawn at

random and without replacement. To predict variation, I do not construct a validation set,

so the training data corresponds to 80 percent of the overall data; at this sample rate, each

tree is trained on 64 percent of all observations (0.8× 0.8 = 0.64).

max_depth = 20. The maximum tree depth is specified as 20 (the default), which means

that each tree has up to 20 splits. Higher values (as in, more complex trees) are computa-

tionally intensive and can lead to overfitting.

min_rows = 1. This parameter specifies the minimum number of observations for a

terminal node. The default value of one indicates that there might be a combination of

splits that explains something seen only once in the training data: there might be a path
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through the tree that leads to only one observation.

col_sample_rate_per_tree = 0.8. 80 percent of all p = 48 columns are considered at

any given node to split.

mtries = -1. This indicates how many columns (out of those specified by the previous

hyperparameter, col_sample_rate_per_tree) should be randomly chosen as candidates at

each split. I use the default value, –1, indicating that one third of all columns should be

chosen. This value is limited by the value of col_sample_rate_per_tree; 80 percent of all

48 columns are considered at any given node, and only a third of these variables, in turn,

are randomly chosen as candidates at each split (0.8× 48× 0.33 ≈ 12.672).

F Robustness: Additional Predictors

F.1 Predicting Missingness

The main analysis does not include 18 economic and demographic predictors that also rely

on World Bank data and are themselves likely to suffer from the same measurement errors

as the outcome of interest. When these 18 additional economic and demographic predictors

are included in a model with otherwise the same specifications as before, the main predictor

of missingness is the GDP share of value added by the agricultural sector, as measured

by Agriculture (% GDP). This is what Figure F.1 shows. Compared to Figure 2, Leader

Education, Rigorous Public Administration, Military, Vintage Year, and Left Executive are

still among the top ten predictors, but five indicators of government stability, regime type and

institutional quality (Executive Tenure So Far, Political Corruption Index, Freedom House,

Bureaucratic Remuneration, and Polyarchy) are replaced by a series of economic indicators:

in addition to Agriculture (% GDP), the list now includes Imports (% GDP), Tax Revenue

(% GDP), Fertility Rate, and Chinn and Ito’s capital openness index KAOPEN.

One might expect the inclusion of 18 economic and demographic predictors to improve

the model fit. However, a comparison between Table 1 and Table F.1 shows that this is not

42



Figure F.1: Predicting Missingness: Variable Importance Plot (Training Set), Including
Additional Predictors
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This figure shows the relative importance of the ten most important variables in the full model (including
economic and demographic predictors), scaled such that the most important variable equals one.

the case: the improvements are negligible and do not justify the inclusion of predictors that

likely suffer from the same flaws as the outcome of interest.

Table F.1: Predicting Missingness: Performance Metrics, Including Additional Predictors

AUC Gini Coefficient Accuracy
Training Set 0.9955917 0.9911835 0.987611
Validation Set 0.9954998 0.9909997 0.987838
Test Set 0.9956658 0.9913317 0.987519

F.2 Predicting Discrepancies

When 18 additional economic and demographic predictors are included in a model with

otherwise the same specifications as before, the main predictor of variation in logged current

GDP across WDI releases is the size of the industrial sector relative to total economic activity,

as indicated by Industry (% GDP). The second most important predictor is Fertility Rate,
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Figure F.2: Predicting Discrepancies: Variable Importance Plot (Training Set), Including
Additional Predictors
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This figure shows the relative importance of the ten most important variables in the full model (including
economic and demographic predictors), scaled such that the most important variable equals one.

Table F.2: Predicting Discrepancies: Performance Metrics, Including Additional Predictors

MAE MSE R2

Training Set 0.01276957 0.0006629896 0.8201234
Cross-Validation 0.01332013 0.0006978522 0.8106648
Test Set 0.01199846 0.0005772668 0.7807788

which indicates the number of children per woman (ranging from 0.918 for South Korea in

2019 to 7.679 for Niger in 2000). Other influential economic predictors include the Income

Share 10%, the share of pre-tax national income held by the top 10 percent of the population,

as well as Tax Revenue (% GDP), Imports (% GDP), Service (% GDP), and Agriculture (%

GDP). Compared to Figure 3, only Years Since Independence, Number of Journal Articles,

and the Political Corruption Index continue to be among the top ten predictors.

As before, the inclusion of economic and demographic predictors does not lead to a

substantial improvement in the fit statistics. A comparison between Table 2 and Table F.2

indicates that the R2 for the training set, for example, only increases from 0.80 to 0.82.
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Given these negligible improvements, I again opt to present a more parsimonious model in

the main text, excluding the 18 economic and demographic predictors that likely suffer from

the same biases as current GDP.

45


	Introduction
	Measurement Error in International Statistics: A Survey of the Literature
	Predicting Data Issues
	Data
	Modeling Strategy
	Predicting Missingness
	Predicting Discrepancies

	Conclusions
	Countries Included in the Analysis
	Descriptive Statistics: GDP Data
	Distribution of the Outcome Variable
	Predictors
	Random Forest: Model Specification
	Robustness: Additional Predictors
	Predicting Missingness
	Predicting Discrepancies


